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Today

e What tasks have NLP researchers historically cared about?

e How do we evaluate success on these tasks?
e Dominant paradigm: automatic metrics computed on
static benchmarks

e As models have improved their abilities, how have our
evaluations changed?



Tasks and Evaluation
Metrics



e Input: text data

e Output: label from a closed set




Binary Classification

e Input: text data
e Output: label from a closed set

e Spam detection
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Binary Classification

e Input: text data
e Output: label from a closed set

e Spam detection




Multiclass Classification /,

e Input: text data
e Output: label from a closed set
e Part of speech tagging

Battle-tested industrial managers here always buck
JJ JJ RB RB VB

up nervous newcomers with the tale of the first of
RP JJ IN IN JJ IN

their countrymen to visit Mexico, a boatload of
PP TO VB IN

samurai warriors blown ashore 375 years ago.
VB RB RB



Evaluation

Input
(31 words)

Battle-tested industrial ...

Battle-tested industrial ...

... industrial managers here ...

... managers here always ...

... here always buck up ...

... blown ashore 375 years ago.

Correct
Label

RB
RB

RB

VBD
JJ

RB
RB

RB



Confusion Matrix m

Count examples for each pair of (target class, predicted class)

Target Class

Predicted Class

JJ . RB IN TO VB VBN VBD
JJ | 2 1 1
RB S
IN 7
TO 1

3
2
6
]
|

VB 2
VBN 1

VBD




What % of model predictions are correct?

27 correct
4 incorrect

27/31 =
87.1%
accuracy

»-Target Class

JJ

RB

Predicted Class

IN TO D7 NN NNS NNP

VB VBN VBD CD

JJ
RB
IN
TO
DT
NN
NNS
NNP

VB
VBN
VBD

CD

.

.




Precision AN

For a particular class, how many of the model’s predictions of that
class are accurate? (how precise is the model?)

Class: singular noun (NN) Predicted Class
2 true positive J RB IN TO VB VBN VBD
3 false positive JJ | 2 1 1
RB 9)
IN 4
1P W 10 1
)
TP+FP & 5
O 2
T 6
2/5 = g.’
1
40% T 1
precision &z 5
VBN 1
VBD
1




Recall 43%

For examples with a particular correct class label, how often does the
model accurately predict that label? (how well does the model recall
the items for a particular class?)

Class: singular noun (NN) Predicted Class
2 true positive J RB IN TO VB VBN VBD
O false negative V| 2 1 1
RB )
11 o
"
TP+FN & ;
O 2
=
2/2 = g,’ 6
1
100% & 1
recall g VB 5
VBN 1
VBD
1




F1 Score m

Harmonic mean of precision and recall (overall, how well is the
model doing with a particular class?)

Class: singular noun (NN) Predicted Class
JJ RB IN TO VB VBN VBD
JJ 2 1 1
2XPXR RB 5
P+R IN 4
$ TO 1
AL 3
2x0.4x1.8 O 5
04 +1.0 "q'; 6
o 9 1
057 F1 I~ 1
VB 2
VBN 1
VBD
1




Automatic Speech Recognition m

Task: Convert a speech utterance into a text transcript

e ASR performance is measured using error rates
e Sentence error rate (exact match) can be too penalizing (1 or O)

e Word Error Rate (WER) captures average number (%) of wrong
words in the transcript
e For now, let’s assume words are separated by spaces

e For languages that are not space delimited, Character Error
Rate (CER) can be used



Word Error Rate (WER) (/)

Possible Errors : Substitutions (S), Deletions (D), Insertions (I)

S+ D + 1
N

e Reference: Take me to UC campus (# words N=5)

e ASR Transcript: Take me to you see campus

e 1 substitution 1 insertion O deletions
e WER=2/5*100 =40 %

e WER can be greater than 100% (eg. Too many insertions)

e S+ D + 1 needs to be computed using Edit (Levenshtein)
distance



| evenshtein/Edit distance

Dynamic Programming based edit matrix computation d [N, M]
Transcript or Hypothesis (i)

6.

0. 1. Take 2. me 3. to 4.you 5. see
campus

Calculate the least
cost alignment/edit

S 1 Take # Substitution # Deletion path allowing
QO W, o Insertion, deletion
U R : . .
5 . adlli and substitution of
E me # Insertion m——gpaliil words
O
'-lq—) 3. to
%
4. UC
5.
E TR0 M
d[1,j]=min(d[i1-1,]J]+ 1, # Insertion
d[i,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /]\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
Initialize © cost in
& ¢ extra row/column
S| 1. Take
Q
@)
C | 2.me
O
) -
'-% 3. to
0%
4. UC
5.
SElE]___ M
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-17+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /]\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 0 s gli-1, 1] “Grow” the edit
| ¥4 matrix iteratively,
S| 1 Take by accumulating
QO + 1 the cost for each
Lc) 2 me element d [i,j]
Q
-
'-% 3. to
Y
4. UC
D.
campus! S
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




| evenshtein/Edit distance

Dynamic Programming based edit matrix d [N, M]

Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 0 ’ “Grow” the edit
\ * matrix iteratively,
S| 1 Take ’ ‘imin“’ by accumulating
O 1,0) the cost for each
Lc) 2 me element d [i,j]
O
O
'-lq—) 3. to
Y
4.UC
5.
campus . S—
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




| evenshtein/Edit distance

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 “Grow” the edit
' matrix iteratively,
S| 1 Take by accumulating
O the cost for each
Lc) 2 me element d [i,)]
Q
-
'-% 3. to
04
4. UC
D.
campus| S—
d[,J]=min(d[1-1,)J]+1, # Insertion
d[i,]-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /]\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1. Take 2. me 3.to 4.you 5.see 6.
campus
0. 0 1. 0 Groyv .the gdlt
o, % matrix iteratively,
S| 1. Take 1 0 ~gpmin2,1,3) by accumulating
O the cost for each
Lc) 2 me element d [i,)]
3
) -
'-% 3. to
0%
4. UC
5.
campus S
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /]\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 0 ’ 5 Groyv .the gdlt
matrix 1iteratively,
S 1 Take ’ 0 ’ by accumulating
O the cost for each
Lc) 2 me 2 1 0 element d [i,j]
L
'-% 3. to
nd
4. UC
d.
campus S
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




| evenshtein/Edit distance

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 0 ’ 5 3 Groyv .the gdlt
matrix 1iteratively,
S 1 Take ’ 0 ’ 5 by accumulating
O the cost for each
E | 2.me 2 1 0 1 element d [i,]
o
% 3. to 3 2 1 0
Y
4.UC
5.
campus! S
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-11+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




| evenshtein/Edit distance

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you 5.see O
campus
0 0 1 2 3 4 Grow” the edit
matrix 1iteratively,
S 1 Take ’ 0 ’ 5 3 by accumulating
O the cost for each
Lc) 2 me 2 1 0 1 > element d [i,)]
o
% 3. to 3 2 1 0 1
0%
4.UC E 3 ! . [ Substitution!
5.
campus| B
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-1]+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /\\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0 0 1 2 3 4 5 Grow” the edit
matrix 1iteratively,
S| 1. Take 1 0 1 2 3 4 by accumulating
QO the cost for each
S | 2. me 2 1 0 1 2 3 element d [ij]
o
% 3. to 3 2 1 0 1 2
%
4. UC 4 3 1 1 1 2
°. 5 4 2 2 2 2
N I :
d[,J]=min(d[1-1,)J]+1, # Insertion
dfi,j-17+1, # Deletion
d[i-1,])-1] + local_substitution (1, j)) # Substitution




Levenshtein/Edit distance /‘\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0. 0 1 ? 3 4 5 6
S| 1. Take 1 0 1 2 3 4 5
)
O
S | 2.me 2 1 0 1 2 3 4
O
| -
o
= | 3.to 3 2 1 0 1 2 3
%
4. UC 4 3 1 1 1 2 2
5 - Edit cost
- 5 4 2 2 2 2 2
campus d[N, M] =2

WER = 2/5 = 40%



Levenshtein/Edit distance /\\

Dynamic Programming based edit matrix d [N, M]
Hypothesis (i)

0. 1.Take 2.me 3.to 4.you b5.see °
campus
0. 1 2 3 4 5 6
S1.Take 1 N 1 2 3 4 5
O
C | 2.me 2
o
O
;q:_) 3.10 3 Optimal path:
4 UC 4 tells us what
the errors were
5, .
campus

substitution insertion



Structured Prediction

e Input: text data

e Output: structured
combination of labels from
a closed set

e Syntactic (constituency)
parsing

( (S8
(NP Battle-tested industrial managars
hera)
alvays
(VP buck
up
(NP nervous newcomers)
(PP with
(NP the tale
(PP of
(NF (NP the
(ADJP first
(PP of
(NP their countrymen)))
(8 (NP »)
to
(VP visit

(NP Mexico))))

(NP (NP a boatload
(PP of
(NP (NP warriors)
(VP-1 blown
ashore
(ADVP (NP 375 years)
ago)))))
(VP-1 =pseudo-attach*))))))))

Penn Treebank, Marcus et al. 1993

Marcus et al. 1993, CL, “Building a large annotated corpus of English”




Structured Prediction

e Input: text data

e Output: structured
combination of labels from
a closed set

e Syntactic (dependency)
parsing

unit

/ o
punct \
\ — | P —p
ﬁ, nmode= N\ MOQr——p
P amaa , nsubyj . —C u\ ~CAR\ . LA e
1 ”-'-an.nlw‘uv l‘u.ltw l!-:dvu‘u.l\ Upb’m Jre o m T_"f m‘ m](!roc*” M’R”‘ o... 7 Muu-k /n.b]‘n m—dtl\ w(
Battle-tasted Industrial managers here always buck up NErVcus nevicomers with the rale of the  first of their couatrymen to visit Mexico, a boatioad of
FuUncts \

!

nmod ~ ‘\
- ae— ) ——sovTode ~
mt_nﬂr\:\ur% W(vmiu m-m_ mmoc ‘m- ahl n;vn-yj-h :

samurgi warriors blown ashore 375 years 200 .

Generated from https://hanlp.hankcs.com/en/


https://hanlp.hankcs.com/en/

Structured Prediction (,

e Input: text data -
o T ("’ odiadecatity ™\ o
[ mluary ) T ( ocomwry )
-~ . |vmc 1 A -— -
~. — -l'
e
o ™ . -~ B ¥ o T~ r", ram ™
{ wacl ) 0 mmageor T bxkwp o C  rervs? ) |
e Output: structured (o o> e e (ol )
° el o SN . ~— -
'..-\ 'l’ ol -~ -~ “ \\\ .-..' e e - ")
° ° " -,.\_-' -.(I/. a0 ,.-"/ P (t:,' \\.‘.:l ", wgl
t ¥ S YN T L
ll: hoaal:-1 ) ( poowen ) (,l.c.liu"\ dwags ) :‘.c\' | .\_ sl [ wonuies :'h-_l
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% ) T— -y \\ ™ /
Y oncat oy ‘_Ev < \\. fawair /'
a closed set v N
l’ LETS : ‘_‘ wlnles| \) '_‘_ vis ) ‘) U peom ’) N ) I'i T .: Wuw 8 )
- p -~ \ - -~ 1. -~ - '; \f\ ~ - ;' :-
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; N hs V N o J \
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° i
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Structured Prediction (,

o Input: text data Task-specific eval metrics:
- exact match accuracy

e Output: structured - execution accuracy

combination of labels from
a closed set

airline H airline H
AA 123 AA 123
Delta 456 Delta 456

1+~

e Semantic parsing
(text-to-SQL) JetBlue 404 United 789
W

show me flights from seartle to boston next monday

(SELECT DISTINCT flight.flight_.id FROM flight WHERE (flicht.from.airpert IN (SELECT
alrport.service.alrport_.code FROM alrport.service WHERE airport.service.clty.code IN (SELECT
city.city_code FROM city WHERE city.cityv_name = 'SEATTLE’))) AND (flight.to.airpoxt IN (SELECT
airport.service.airport_.code FROM airport.service WHERE airport.service.city.code IN (SELECT
city.city.code FROM city WHERE city.city_-name = "BOSTON’))) AND (flight.flight_days IN (SELECT

days.days.code FROM days WHERE days.day.name IN (SELECT date.day.day.name FROM date.day WHERE

date_day.year = 1393 AND date_day.month_number = 2 AND cate_day.day_-number = 8))));




Structured Prediction (,

e Input: text data

e Output: structured

combination of labels from

a closed set

e Semantic parsing
(code generation)

Task-specific eval metrics:

- exact match accuracy
- test case pass rate

At ealutfan st )

o incr List(l izt):

Return lisc with elenents ircremented by .
»a iner_list([1, 2, 30)
[2, 3, ¢]
o I Jist(ls, 3, 5, 2, 3, 3, ¢
(6, 4, A, 3, 4, 4, 1h, 7. 124]

return [1 + | for i in 1]

return sun(lst[i] for i in range(®,len{lst)) if 1 % 2 == 0 and 1st[i] % 2 == 1)

ie_vwelicl
ncodad b 3 group f
grauss = [S1(3 = £3:nlnl(3 = 4 + 3), _enls))] ror 4 in range((len(e) + 2) £ 3)
grouns = [(grows[ ] ¢ provp[a]) if lenlgroup) == 7 else groun for graup in groops)
turn ' -oi-{zroups)
decode_cyel 3

4GS A% INPUE SErirg encoces with sncode ¢yvelic “unciion. Returns dscoaded stritg

groups = [s[(3 » i}:win{(3 » i + 3), len{s))] for i in range{(len(s) + 2) /J 3)]

groups = [(group[-1] + groupl:-1]1) if len(group) == 3 else group for group in groups]
return ' join(groups)

HumanEval, Chen et al. 2021

Chen et al. 2021, “Evaluating large language models trained on code”




Text Comprehension mh

¢ InpUt: text data In meteorology, precipitation is any product
of the condensation of atmospheric water vapor

that falls under gravity. The main forms of pre-

¢ OUtPUt: short piece of text cipitation include drizzle, rain, sleet, snow, grau

(extractive QA: span in pel and hail... Precipitation forms as smaller
. droplets coalesce via collision with other rain
Input text)

drops or ice crystals within a cloud. Short, In-
tense periods of rain in scattered locations are
called “showers”.

What causes precipitation to fall?
gravity

What is another main form of precipitation be-
sides drizzle, rain, snow, sleet and hail?

graupcl
Task-specific eval metrics: Where do water droplets collide with ice crystals
. to form precipitation?
- span selection accuracy e

Rajpurkar et al. 2016
Rajpurkar et al. 2016, EMNLP, “SQuAD”



Information Extraction /.

e Input: lots of text data

e Output: structured representation of information

-

A

) - American |
cov \
A ~o .
- /_."_'- S -\ ar '.’_/'
[ < Jurassic D reless e_ye { 1993 ;
oduc,ed"b\i’ N —( Pal'k ' ‘\-._ __4/
9__ ot \.}_‘\ » _—
- )5) E——
ed.’ & —
— pr 999‘(’“ - % ™
s ,_,.-Q"" T /' Science
' ficion

————

e \,
| Adventure )

- -
e -

Task-specific eval metrics:
- precision of extracted facts
- recall of known facts

L ockard et al. 2020, ACL tutorial on Multi-Modal Information Extraction



Question Answering m

e Input: none Task-specific eval metrics:
- multiple-choice accuracy

Options E

e Output: short piece of text

e Factual and commonsense

0.2%
If someone wants to (a) cottee cup °
submerge themselves (b) whirlpool bath 0.1% X
in water, what should
they use? (C) cup 0.3%
(d) puddle 0.3%

Example from Holtzman et al. 2021, EMNLP, “Surface form competition”



Question Answering m

e Input: none Task-specific eval metrics:
- multiple-choice accuracy
e Output: short piece of text - string similarity?

e Factual and commonsense

most likely

answer
If someone wants to
submerge themselves
in water, what should = bathtub f

=~ whirlpool bath

they use?

Example from Holtzman et al. 2021, EMNLP, “Surface form competition”



Reference-Based
Text Generation

e Input: text data
e Output: same text, but in a different language

¢ Machine translation

The bottle floated into the cave

v

La botella entro a la cuerva flotando

Example from Yoav Artzi



e Reference y
The most natural form of language use is dialogue.

e System outputs / candidates y
Y1 The most common form of language use is conversation.

iJo The most common form of language is speech.




Reference-Based
Evaluation: BLEU 4%

e Reference y
The most natural form of language use is dialogue.

e System outputs / candidates y
Y1 The most common form of language use is conversation.

U2

o G, (x) is the set of n-grams in sequence x

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU mh

e Reference y
The most natural erLn of language use s, IS W

N S N——
unigram

e System outputs / candidates y
Y1 The most common form of language use is conversation.

U2

o G, (x) is the set of n-grams in sequence x
G4 (y) - {the, most, natural, form, of, language, use, is, dialogue, }

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU

e Reference y
.&e most natural form of language use |s dialogue.
bigram
e System outputs / candidates y
Y1 The most common form of language use is conversation.

U2

o G, (x) is the set of n-grams in sequence x
G4 (y) - {the, most, natural, form, of, language, use, is, dialogue, }
G2 (y) — {the most, most natural, natural form, form of, }

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU mh

e Reference y
The most natural form of language use is dialogue.

e System outputs / candidates y
Y1 The most common form of language use is conversation.

Y2
o G, (x) is the set of n-grams in sequence x

G4 (y) - {the, most, natural, form, of, language, use, is, dialogue, }
& (y) - {the most, most natural, natural form, form of, }

e ('(s,x) is the number of occurrences of n-gram s in g
C(the,y)=1 C(most, y)="1 C'(natural form, i) = 1

Papineni et al. 2002, ACL, “BLEU”



Reference-Based

Evaluation: BLEU "
n-gram precision
How many of the n-grams actually occur in the reference?

ZseGn (1) HllIl(C(S, ?))7 C(Sv y))

Pu(9,y) = ~
ZSEGn(g) C(Sa y)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU N

n-gram precision
How many of the n-grams actually occur in the reference?

p (@ y) - ZSGGn(Q) mlﬂ(C(S,?)), C(Svy))
o 2 _secn@ ¢ (s 9)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

G 1 (@1) — {the, most, common, form, of, language, use, is, conversation, . }

S C(s,y)| C(s,y) [min(C(s,y,C(s,y))
the
most
common
form
of
lanquage
use
is
conversation

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU N

n-gram precision
How many of the n-grams actually occur in the reference?

ZseGn (1) HllIl(C(S, ?))7 C(Sv y))

Py, (yAa y) — -
ZSEGn(Q) 0(87 y)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

G 1 (@1) — {the, most, common, form, of, language, use, is, conversation, . }

S C(s,y)| C(s,y) [min(C(s,y,C(s,y))
the
most
common
form
of
lanquage
use
is
conversation

RN W NN W [N U [ U U Wy DU G U G U U UG Y

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU N

n-gram precision
How many of the n-grams actually occur in the reference?

p (@ y) - ZSGGn(Q) mlﬂ(C(S,?)), C(Svy))
o 2 _secn@ ¢ (s 9)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

G 1 (@1) — {the, most, common, form, of, language, use, is, conversation, . }

S C(s,y)| C(s,y) [min(C(s,y,C(s,y))
the 1
most
common
form
of
lanquage
use
is
conversation

Al |laA Al |2l ||

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU N

n-gram precision
How many of the n-grams actually occur in the reference?

p (@ y) - ZSGGn(Q) mlﬂ(C(S,?)), C(Svy))
o 2 _secn@ ¢ (s 9)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

G 1 (@1) — {the, most, common, form, of, language, use, is, conversation, . }

S C(s,y)| C(s,y) [min(C(s,y,C(s,y))
the 1 1
most
common
form
of
lanquage
use
is
conversation

W NN W W U U U W U W G G Y
R O 7, J S N N Wy U W (RN Wy U Wy 7, ) RN

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU N

n-gram precision
How many of the n-grams actually occur in the reference?

ZseGn (1) HllIl(C(S, ?))7 C(Sv y))

Py, (yAa y) — -
ZSEGn(Q) 0(87 y)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.

G 1 (@1) — {the, most, common, form, of, language, use, is, conversation, . }

S C(s,y)| C(s,y) [min(C(s,y,C(s,y))
the 1 1
most
common
form
of
lanquage
use
is
conversation

Al |laA Al |2l ||

(o < J0 [N [, [ RN Wiy RN Wy U Wy RN Wy U G 7 J PN N

Sum

Papineni et al. 2002, ACL, “BLEU”



n-gram precision

Reference-Based
Evaluation: BLEU

How many of the n-grams actually occur in the reference?

P (9,y) =

ZseGn (1) HllIl(C(S, ?))7 C(Sv y))

ZsEGn (Q) 0(87 ?;)

Y The most natural form of language use is dialogue.
Y1 The most common form of language use is conversation.
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n-gram precision
How many of the n-grams actually occur in the reference?
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Evaluation: BLEU "
n-gram precision
How many of the n-grams actually occur in the reference?

p (@ y) - ZSGGn(Q) mlﬂ(C(S,?)), C(Svy))
o 2 scc () €5, 9)

Y The most natural form of language use is dialogue.
Y3 language

1 yl = |y
Brevity penalty BP({ — A —
y penaily (9,9) {6<1<y/y>> il < |y
Text P1(9, y)(19I|BP (9,y) yl =19
1 | the most common 0.8 10 1.00
Vi 077 |9| ©.895
W3 language 1.00 [ 1] 0.0001 Bleu n=1 — BP éPl(p, y)

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: BLEU

In practice: Average n-gram precision, for up to N = 4

ZseGn (1) IIllIl(C(S, @)7 C(Sv y))
ZSEGn(Q) C(s,9)

P (9,y) =

.1 Yl > |y
BP(y,y) = {6<1<y/@>> il < |y
W
Bleu = BP(d,y)exp ﬁln Pn(9,Y)
n=1

Papineni et al. 2002, ACL, “BLEU”



Reference-Based
Evaluation: Representation Similarity (11

Contextual Pairwise Cosine Maximum Similarity Importance Weighting
Embedding Similarity (Optional)
|
fh(‘ W(’(lfh(’l' is > '.-: > weather {0.462 0.393 Eo.zzs 7.94
? ) &' 8 U.BSH ¥
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™ € cold {0479 0.4safEEHo0 343/ |7.90 » fper 1.274+7.00+1.8247.00+8.88
. A x
Candidate r — today 10.347 0.361 0307 GEIE} | 8.88
it i freezing|today < NS B i
— \@?} € weights
Candidate

BERTScore, Zhang et al. 2020

Zhang et al. 2020, ICLR, “BERTScore”



Does our automatic metric reflect human judgments?

Correlation with
Human Judgment

§ 3 2
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(5/5) (16/16) (14/14) (9/12) (8/9) (5/8) (14/14)
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Papineni et al. 2002

Zhang et al. 2020

Papineni et al. 2002, ACL, “BLEU", Zhang et al. 2020, ICLR, “BERTScore”




Reference-Free
Text Generation

e Input: maybe a natural language prompt, but nothing very

complex

e Output: long piece of text

PREMISE: After years of being content with only
a small inheritance, Sarah’s life is turned
upside down when she discovers she is actually '
a millionaire. She must learn to navigate her
new life of luxury while also dealing with the
guilt she feels over her new-found fortune.

GENERATED STORY:

Sarah Jensen never knew she had inherited a
fortune until her mother died. In fact, she
had never met her father .. .[15 words]. . .

The only thing Sarah did know was that he had
died long ago and that her mother had been left
a sizeable inheritance. ...[23 words]...

Sarah’s mother never spent any of the money

. all that mattered to her was how much it
would mean to her daughter when she inherited
it ...[81 words]...

Sarah learned that she was a millionaire.
...[417 words]...

She would never have had a chance like this -
an opportunity to be financially independent,
to live on her own ...[544 words]...

Now that she was rich, things were going to be
different for her. She could afford a hotel
suite and a lavish meal if she wanted it.
...[45Q words]...

The words "“Forgive me, father, for I have
sinned” came unbidden into her mind as she
reached out for her drink and took a large sip

straight from the glass. .. .[383 words]. ..
But the guilt was weighing on her now. ...[346
words]. ..

Yang et al. 2022, EMNLP, “Re3”




Human Evaluation mm

e Pairwise preference comparisons between outputs
e Overall preference

e Across different axes
e Identification of specific error types

¢ Humanlikeness



Human Evaluation /.

o s 00 e mere et ot 1. Interesting. Intcresting to the reader.
O
O Sty A 2. Coherent. Plot-coherent.
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Yang et al. 2022, EMNLP, “Re3”



L L M-as-a-Judge mh

¢ Human evaluation is expensive
e Maybe we can just prompt LLMs to judge for us?

e Open question!



Communicative Success /,

e Language is all about getting things done in the world
e Directing a listener’s attention to something
e Instructing or suggesting a listener to do something
e Acquiring information that someone else has

e Teaching something to someone else

e How well do our systems take action via language?



Evaluating NLG through
Communicative Success m%

A 4
] ]

e Example task: reference game

e Input: image and target object

Newman et al. 2020, SCiL, “Communication-based evaluation for natural language generation”



Evaluating NLG through
Communicative Success m%

e Input: image and target object - - -
e Output: referring expression E -
Purple

e Example task: reference game

Newman et al. 2020, SCiL, “Communication-based evaluation for natural language generation”



Evaluating NLG through
Communicative Success m%

e Input: image and target object - - -
e Output: referring expression E -
Purple
e Communicative success is
¢ BER-
®

e Example task: reference game

achieved if the listener, who
has access to the image, can
successfully identify the target

Newman et al. 2020, SCiL, “Communication-based evaluation for natural language generation”



Evaluating NLG through
Communicative Success m%

e Input: image and target object - - -
e QOutput: referring expression E Dark Purple

e Communicative success is
achieved if the listener, who
has access to the image, can
successfully identify the target

e Example task: reference game

Newman et al. 2020, SCiL, “Communication-based evaluation for natural language generation”



Evaluating NLG through
Communicative Success "
e Input: image and target object - - -
achieved if the listener, who
really easy to evaluate! E J

e Output: referring expression
P 9 &P E Dark Purple
has access to the image, can
Newman et al. 2020, SCiL, “Communication-based evaluation for natural language generation”

e Example task: reference game

e Communicative success is
successfully identify the target ’ -



Dialogue and
Interactive Systems 4\%

e Language is all about interaction:

e How do the utterances we produce influence the world
around 1s?

e How do other language users change their language use
in response to yours?

e Dynamic properties of interaction
e Formation of common ground
e Alignment

e We need to study models in multi-turn interaction!



Dialogue and
Interactive Systems

But evaluating interaction is hard:

What's a good place to get gluten free
pastries in Berkeley?

For dedicated gluten-free pastries in A gluten-free pastry lover in Berkeley!

Berkeley, your absolute best bet is You're in luck because Berkeley is a
Mariposa Baking Company. haven for GF enthusiasts! Here are some

top recommendations for gluten-free
pastries in Berkeley:

1. Bette’s Oceanview Diner (1807 4th St,
Berkeley) — This beloved diner has
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That’s too far from me. Do you have a
recommendation near downtown
Berkeley?




Dialogue and
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But evaluating interaction is hard:

What's a good place to get gluten free
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Are any of these open on Sundays?




Dialogue and
Interactive Systems

But evaluating interaction is hard:

What's a good place to get gluten free
pastries in Berkeley?

For dedicated gluten-free pastries in A gluten-free pastry lover in Berkeley!

Berkeley, your absolute best bet is You're in luck because Berkeley is a
Mariposa Baking Company. haven for GF enthusiasts! Here are some

top recommendations for gluten-free
pastries in Berkeley:

That’s too far from me. Do you have a
recommendation near downtown 1. Bette's Oceanview Diner (18097 4th St,

Berkeley? Berkeley) — This beloved diner has

Are any of these open on Sundays?

because user behavior changes
depending on system behavior!



Slot-Filling Dialogue Systems ¢,

e In well-defined tasks, we can
define slots that need to be
filled before providing
information to the user

e However, this reduces the
expressivity of dialogue:

“I was hoping you could
recommend something”

“Are there any churches or
museums on the east side?”

“T would like the latest train
leaving that will arrive by 9:15
please.”

A: Hello! This is Concierge Service. | can help
you find attractions, hotels, restaurants in
Cambridge.

U: I'm looking for a restaurant.
[Domain=Restaurant]

A: What cuisine would you like?

U: Il would like Italian food.
[Domain=Restaurant, Food=Italian]

A: Would you like a cheap, moderate or
expensive ltalian restaurant?

U: Actually, never mind, let’s do Chinese.
[Domain=Restaurant, Food=Chinese]

A: Would you like a cheap, moderate or
expensive Chinese restaurant?




User Simulators 4

e Use another model (or a set of rules) to “simulate” a
human user

e Allows scaling up experiments, including to more
complex domains

e Allows stability across system evaluations

e But doesn't reflect the real-world complexity of actual use
case, e.g., user adaptation to systems over time

e Open question!



Building Language
Technologies



Tasks (1n General) 4

Most tasks can be thought of as a mapping from some input
X to some output Y, where one or both of these have to do
with language

Task Input (X) Output (Y)
Text classification Text Label from a fixed class
Automatic speech recognition Audio signal Text
Dependency parsing Text Dependency tree
Code generation Text Executable code
Question answering Document and question (both text) Answer (text)
Translation Text (in source language) Text (in target language)
Open-ended NLG Optional prompt (text) Text
Referring expression generation Image and target object Referring expression (text)
Dialogue Conversation history (text) Next utterance (text)

Slide adapted from Graham Neubig



Implementation

How can we implement a classification model?

e Manual rules

def classify(x: str) =-> str:
spcrts xevwords = ["basscall”,

"soccer”,

"foctoall",

if arv(kevword in x for keyword in sports keywords):

return "sporte"
else:
return "other"

“tennis")

e Prompting a model without training

If the following text is about sports, reply

“sports”. Otherwise, reply “other”.

“Cal football is set to lose
its entire starting ...”

e Machine learning

| love to play baseball. sports

The stock price is geing up.  other

He got a hat-trick yesterday.  SPOrS iy
He is wearing tennis shoes. other

Slide adapted from Graham Neubig




Evaluation 4

e Given the implementation, we want to know how well our
model can perform given new documents

e What is “new”?

e Generally speaking: anything we didn’t have access to
when implementing our model

¢ How can we estimate performance on new documents?

e Simulate it using held-out data just for evaluation!



Data

Before pretrained models, nearly all datasets
came with splits, assumed to be IID:

Development data
For performing
ablations, choosing
hyperparameters, etc.

Training data
For updating model parameters directly

Test data
For estimating
Validation data performance on the

éé 7
For deciding when to real” task
stop training
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Benchmarks and
Model Evaluations



Why do we need benchmarks? m

e Estimating how well our models will work on real-world
data

e Shared understanding of model performance with
standardized evaluations

e Building trust within a community in proving how well a
new model does

e Driving progress towards specific tasks and capabilities



Single-Task Benchmarks /,

.[,,,, the company] to ... offer [ a 15% to 20% stake] [, . to the public]

A man inspects the uniform of a figure in some East  contradiction Thz man is sleeping

I
Asian country. ccecec (w3 B345)
An older and younger man smiling. ncutral Two men arc smiling and laughing at the cats play- -+ [y, Sotheby’s] .. gffered [ the Dorrance heirs] |, a money-back
NNENN ing on the floor. guanuttu. (wsi_ 1923]

A black race car starts up in front of a crowd of contradiction A man is dnving down a lonely road. .- 1,,, @n amendment| offered |, by Rep. Peter DeFazio| ... (wsj_0107)
people. ccccecc «o [, Subcontractors] will be offered [, | a settlement] ... (ws)_U187)
A soccer game with multiple males playing. leinl:aﬁignt Some men are playing a sport. Pro Jo Ban k, Palmer et al. 2005
A smiling cosumed woman is holding an um-  neutral A happy woman in a fairy costume holds an um- Third-quarter sales in Eurcpe were exceptionally strong.
brella. NNECN brella. boosted by promotional programs and new products -

although weaker foreign currencies reduced the com-

SNLI, Bowman et al. 2015 pany’s earnings.

Michelle lives in a hotel room, and although she drives
a canary-colored Porsche, she hasn't time to clean or

What is the capital of the state with the largest population? repatr -
angwer (C, (capital(S,C), largest(P, (state(S), Most oil companies, when they set exploration and pro-
population(S,F))))). duction budgets for this year, forecas: revenue of $15

for each barrel of crude produced.

What are the major cities in Kansas? -
answer (C, (major(C), city(C), loc(C,S), The Penn Discourse Treebank, Prasad et al. 2008

equal (S,stateid(kansas)))).

GeoQuery, Zelle and Mooney 1996

Batlle-lested; NNP*/|] industnial/]] managess, NNS here/ RB
alwavs/RB buek / VB /VEP up/IN* /R nervous/]) newcomers; NNS with/IN
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\(Jlsul /NINS®/NNP group /NN ‘s /POS Kensetsu, 'NNI’ Engincering /NNP [nc. /NNP

VWhat ealor ave Mor ovee? How many slices of paxa see 1’
V/hat Iz ths mustashe made of? cthe a vopc.rm plzza®

unit/NN /. Instruction: Head upstairs and .'.k past the piano lhruugh an . .
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The Penn Treebank, Marcus et al. 1993 | nicues andiabie Wwat by the moase antiars nancng oo thevean, | | i 2 specrg oy e L -
Room-to-Room, Anderson et al. 2018 VQA, Agrawal et al. 2015

Marcus et al. 1993, CL, “Building a large annotated corpus of English”; Zelle and Mooney 1996, AAAI, “Learning to parse database queries using inductive logic programming”;
Palmer et al. 2005, CL, “The Proposition Bank”; Prasad et al. 2008, LREC, “The Penn Discourse TreeBank 2.0”; Bowman et al. 2015, EMNLP, “A large annotated corpus for
learning natural language inference”; Agrawal et al. 2015, ICCV, “VQA”; Anderson et al. 2018, CVPR, “Vision-and-language navigation”
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What is the capital of the state with the largest population? repatr -
angwer (C, (capital(S,C), largest(P, (state(S), Most oil companies, when they set exploration and pro-
population(S,F))))). duction budgets for this year, forecas: revenue of $15

for each barrel of crude produced.
The Penn Discourse Treebank, Prasad et al. 2008

What are the major cities in Kansas?

e, (major( Toa ]
answer (C, (major StrUCtured Pred1ct10l‘l

equal (S,stateid(k

Question Answering

GeoQuery, Zelle and Mooney 1996

71T industrial /)] manages, NNS here/ RB
VEP up /IN*/RD nervous/ ) newcomersy NNS with/IN
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FRico NN L/, a/ DT boatlead /NN of/IN ‘dmural'NNS"H‘\'

w-.rrwn.'[\l\b bLuwu VBN ishore,/RE 375,/CD years/NNS apu/RE ./,

"/ From /TN the/DT beginning /INIV /7, it/ PRI took /VBD a /DT man /NN
with -'lN extraordinary Ff] qualities /NNS 10/ TO soroesd fVRB inf IN Moexico /NNFP L/,
¥#" says/VBZ Kimihide, NNP Takimura /NNF ,/ p'esadent, NN of /1N
\(Jlsul /NINS®/NNP group /NN ‘s /POS Kensetsu, 'NNI’ Engincering /NNP [nc. /NNP

VWhat ealor ave Mor ovee? How many slices of paxa see 1’
V/hat Iz ths mustashe made of? cthe a vopc.rm plzza®

unit/NN /. Instruction: Head upstairs and .'.k past the piano lhruugh an . .
chway o Iy iy 0 ds ; ~ " >
The Penn Treebank, Marcus et al. 1993 | nicues andiabie Wwat by the moase antiars nancng oo thevean, | | i 2 specrg oy e L -
Room-to-Room, Anderson et al. 2018 VQA, Agrawal et al. 2015

Marcus et al. 1993, CL, “Building a large annotated corpus of English”; Zelle and Mooney 1996, AAAI, “Learning to parse database queries using inductive logic programming”;
Palmer et al. 2005, CL, “The Proposition Bank”; Prasad et al. 2008, LREC, “The Penn Discourse TreeBank 2.0”; Bowman et al. 2015, EMNLP, “A large annotated corpus for
learning natural language inference”; Agrawal et al. 2015, ICCV, “VQA”; Anderson et al. 2018, CVPR, “Vision-and-language navigation”



Multi-Task Benchmarks (,

SST-2

67k

1.8k

sentiment

acc.

Corpus |Train| |Test| Task Metrics Domain
Single-Sentence Tasks
CoLA 8.5k 1k  acceptability Matthews corr. misc.

movie reviews

Similarity and Paraphrase Tasks

MRPC
STS-B
QQP

3.7k
7K
364k

1.7k
1.4k
391k

paraphrase

sentence similarity  Pearson/Spearman corr.

paraphrase

acc./Fl

acc./Fl

news
misc.
social QA questions

Inference Tasks

MNLI
QNLI
RTE

WNLI

393k
105k
2.5k

634

20k
5.4k
3k
146

NLI

matched acc./mismatched acc.

QA/NLI acc.
NLI acc.
coreference/NLI acc.

misc.

Wikipedia

news, Wikipedia
fiction books

GLUE, Wang et al. 2019

Wang et al. 2019, ICLR, “GLUE”; Hendrycks et al. 2021, ICLR, “Measuring massive multitask language understanding”
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MMLU, Hendrycks et al. 2021



Capability-Pushing
Benchmarks

Benchmarks are getting saturated quickly!

0.2 —e— MNIST —¥— |mageNet —a4— SQUAD 2.0
- GLUE —&— SQUAD 1.1 —p— Switchboard

0.0

-0.2

—-0.4

—0.6

—0.8

-1.0
2000 2005 2010 2015 2020

Kiela et al. 2021

Kiela et al. 2021, NAACL, “Dynabench”



Capability-Pushing
Benchmarks

Capability-focused evaluation: choose a
complex task and curate examples of it

Organic Chemistry

Mertwlesclopentadiene (which exisiz as a foxiooal misteee of isomers) was allowed 0 resct with methy] isoaniyl ketone
and a caralyric amount of pyrrolidine. A hright yellow, cross-conjegated polyalkeny] hydrocarhon product formed (as
a mixmre of isomers), with water as a gide produer. Theza pendisers are derivatives of fulvene. Thiz preduct was ther
allersedd 1o react with ethyl scrylate :na 10 ratio. Upon completion af the reaction, the hright yellow colar had disappeared
How many chemically disnnet isomers make up the Hnal product (not counting dlereni somers) !

A2

B) 16

C)IR

N4

GPQA, Rein et al. 2024

\ BabyLM Challenge

Sample-efficient pretraining on a developmentally plausible corpus

BabyLM, Warstadt et al. 2023

ARC-AGI-1, Chollet 2019

Konwinski Prize

$1M for the Al that can close 90% of new GitHub issues

1 Classics

Queslion:

RARATES: PALIAYRENVS: r\fxnom.
CATVALLAVINA® AN - YOOX:
TR TN ANLH AT WY
Here is a representation of a Roman inscription, originally found
cn a tombstone. Provide a transialion tor the Palmyrene scripl.
A transliteration of the taxt is provided: RGYN? ET HRY BR “7?
HEL

HLE, Phan et al. 2025

Andy Konwinski

OSWorld, Xie et al. 2024

Chollet 2019, “On the measure of intelligence”; Rein et al. 2024, COLM, “GPQA”; Xie et al. 2024, NeurIPS, “OSWorld”; Phan et al. 2025, “Humanity’s last exam”



Use of Language Technologies
“In the Wild”

What are people actually using LMs for, and how well do they do?
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Zhao et al. 2024, ICLR, “WildChat”; Lin et al. 2024, “WildBench”; Tamkin et al. 2024, “Clio”, Chiang et al. 2024, ICML, “Chatbot Arena”; Singh et al. 2025, “The leaaderboard illusion”



Distributional Model Evaluation ¢,

e What are the properties of the
outputs models produce in
general?

e Consistency: when evaluating
models on the same task (or
variations of it) multiple times,
how consistent is its
behavior?

e Diversity: do the outputs
models generate have the
same distributional properties
as human language?

Modified separator

Pacgagei<text>
Answeri<text>

Paossage: <text>
Answer:

Moaified specing between fields

Passage: <text> Answer: <text>
<texut> \

FASSRAGE c<text>

IModitied casing ..

Modifiad separator and specing

‘ Passage <lLexl> Answer <_exlL>

ANSHWEE <text> FASSRGE: <text>
ANSWFR: «<texto
Task Accuracy T
— | L0240 |
—&- & ‘ﬁ 1
o 0036 Pertormance Spread Among Plausible Formats 0.804 4
Sclar et al. 2024
-+ B B2 A

u o ey X

Berglund et al. 2024

Suggest a name for
a dappled-gray filly

living in the
mountains.

[_] How about the name Silver Mist?

[_] How about the name
“Silvermist”?

[_] How about “Silvermist”?
|:| How about “Luna Cascade”?
[_] How about “Luna Mist”?

Zhang et al. 2025

Sclar et al. 2024, ICLR, “Quantifying language models’ sensitivity to spurious features in prompt design”; Berglund et al. 2024, ICLR, “The reversal curse”; Zhang et al. 2025,

“NoveltyBench”




Pitfall:
Dataset Contamination

Before pretrained models, nearly all datasets
came with splits, assumed to be IID:

Development data
For performing
ablations, choosing
hyperparameters, etc.

Training data
For updating model parameters directly

Test data
For estimating
Validation data performance on the

éé 7
For deciding when to real” task
stop training




Pitfall:
Dataset Contamination

Dataset contamination occurs when actual test data is used in
any of the previous splits (no longer IID). Why is this bad?

Development data
For performing
ablations, choosing
hyperparameters, etc.

Training data
For updating model parameters directly

Test data
For estimating
Validation data performance on the

éé 7
For deciding when to real” task
stop training




Pitfall:
Dataset Contamination

After pre-training for multi-task models, it
becomes especially problematic

Development tasks
For performing
ablations, choosing

_ hyperparameters, etc.
Training data

Models might memorize test
data that happens to be

in their pretraining dataset!
Test tasks

For estimating
performance on the
“real” task




Pitfall;
Spurious Correlations

Does the benchmark actually evaluate what we want it to?

What color
is the - Yellow

banana?

Correct 80% of the
time without looking
at an image!

e® Learned a spurious correlation that gives the model high
accuracy: bananas are yellow

e Doesn't actually test visual understanding

Agrawal et al. 2018, CVPR, “Don’t just assume; look and answer”



Pitfall:
Defining “Human Performance”

Al has surpassed humans at a number of tasks and the rate at
which humans are being surpassed at new tasks is increasing

State-of-the-art Al performance on benchmarks, relative to human performance
@ Handwriting recognition @ Speech recognition Image recognition @ Reading comprehension

@) Language understanding ) Common sense completion Grade school math { Code generation

Human perfomance = 100% r

-

o
1998 2000 2002 2004 2006 2008 2010 2012 2014 2016 2018 2020 2022

For each benchmark, the maximally performing baseline reported in the benchmark paper is taken as the “starting point”,
which is set at 0%. Human performance number is set at 100%. Handwriting recognition = MNIST, Language
understanding = GLUE, Image recognition = ImageNet, Reading comprehension = SQuUAD 1.1, Reading comprehension =
SQuAD 2.0, Speech recognition = Switchboard, Grade school math = GSK8k, Common sense completion = HellaSwag,
Code generation = HumanEval,

ContextualAl TIME




Pitfall:
Defining “Human Performance” 1l

Who i1s the human in “human
performance”?

e Are they incentivized to
perform well?

e Do they have the required
expertise?

Organic Chemistry

Mettylesclopentadiene (which exisis as a fuxionazl mixre of isomers) was allowed 10 react with methy] isoanyl ketone
and a caralyrtic amount of pyrrolidine. A hright yellow, cross-conjugated polyalkeny] hydrocarhon product formed (as
a mixmre of isomers), with water az a side produer. Thesa pendiscrs are derivatives of fulvene. Thiz preduct was ther
allerwexd to react with ethyl scrylate :noa 100 ratio. Upon completion af the reasction, the hright yellew colar had disappeared
How many chemically desnnet isomers make up the Hnal product (not counting alereni somers) !

A2

B) 16

CIR

M4

GPQA, Rein et al. 2024

1. Write a question, including possible multiple
choice answers and an explanation of the answer

2. Get expert #1 to validate by having them answer
the question and suggest revisions

3. Revise the question given feedback
4.  Get expert #2 to validate again

5. Get 3x non-expert (experts in other domains) to
attempt to answer the question by allowing
Google searches

Keep questions where both experts agree, and at most
1 non-experts can answer the question correctly with
Google

Tedeschi et al. 2023, ACL, “What’s the meaning of superhuman performance in today’s NLU?”; Rein et al. 2024, COLM, “GPQA”



Pitfall:
Defining “Human Performance” 1l

“Gold” label:

Is the task actually evaluable?

e Is there an objectively correct
label?

What color should we make

Human performance:
12/20 = 60%

our Berkeley t-shirts?

20 annotators

e Do annotators disagree? If so,

how are we processing their ot omen soa ot st 1
. kitchen."
disagreements?

ol —
C I
-
~

) - -
ok oK . oK . .‘
< 5 -{75
'\_-./
 Aggregate label: ‘

Fleisig et al. 2023

:OK}.

Tedeschi et al. 2023, ACL, “What’s the meaning of superhuman performance in today’s NLU?”; Fleisig et al. 2023, EMNLP, “When the majority is wrong”



Pitfall:
Defining “Human Performance” m

Do they match human performance in dimensions other than
average single-instance performance?

e Consistency?
e Explainability?

e Generalizability?

Tedeschi et al. 2023, ACL, “What’s the meaning of superhuman performance in today’s NLU?”



Pitfall:
The Long-Tail Paradox

e Which of the following words is most rare?
myriad, solipsist, anachronistic, apricate

e Can you think of a rarer word than these? (Check in the Google Books Ngram
Viewer)

e LLMs can look really impressive when we are trying to challenge them with
tricks, but maybe this is because we're bad at coming up with long-tail (rare)
challenging tasks out of the blue!

e Can seem even more impressive when the task is unverifiable, and any model
response could satisfy you!

“People... are easily fooled into reading structure into chaos,
reading meaning into nonsense... how much different is
interpreting non sequitur as whimsical conversation? ... a test
based on fooling people is confoundingly simple to pass”

—Stuart Shieber, “Lessons from a restricted Turing test”

Example from Hal Daumé III


https://books.google.com/ngrams/graph?content=myriad,+solipsist,+anachronistic,+apricate&year_start=1800&year_end=2022&corpus=en&smoothing=3
https://books.google.com/ngrams/graph?content=myriad,+solipsist,+anachronistic,+apricate&year_start=1800&year_end=2022&corpus=en&smoothing=3

Zooming Out:
The Role of Language Technologies m

e What is their intended use?
e Keeping users engaged?
e Interacting with users as little as possible?

e What kinds of users?

e How does this influence their design?
e Their interface
e The underlying model

e The assumptions they are making



Zooming Out:
The Role of Language Technologies mh

e How are they actually used?
e Where do they fail?

e How do users adapt to failures?

e What other considerations should we make in deployment?
e Resource utilization and efficiency

e Fairness, ethics, and social impact



Assignment 1:
Evaluating Language Technologies 4\%

e Implement 4 fundamental tasks and evaluation metrics for
language technologies

e Classification
e Automatic speech recognition
e Machine translation

e Open-ended text generation
e Evaluate and perform error analysis on some LLMs

e Bonus: design your own task and eval!



This Week’s Discussion Sections m

Friday:

2-3pm, Cory 540AB
3-4pm, Cory 540AB
4-5pm, Cory 540AB

GSI: Zineng

No lecture or discussion next Monday due to holiday!



