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Recap: Attention

We encoded our input sequence into hidden states:hq, . . . , h|§| = h € Rdx &
Now we want to predict the next word¥y/;+1
We have access to the previous decoder hidden stated

First, compute attention scores for each input hi(?gfn state using similarity between
xr

query (g;) and keys (h)'si — a(gi, h) c R
Then, take softmax of attention scores to get a distribution over keys:
o; = softmax(s;) € ANuI=

Finally, c|clr|npute a weighted sum of values (h) using this distribution
xXr

C;, = Z&i’jhj - Rd
=1

Use the weighted sum to predict the next word:

p(Yit1 | T, y1,. .., y;) = softmax(f(c;, g:))
Use the weighted sum to update the decoder hidden state: g, = g(gi—la Ci—1, yz)



Recap: Self-Attention /]\

» For each token generated at index /i, we have:
. Akey:k; = Ko(x;) €e R K ¢ RI*d
. Avalue:v; = Vo(z;) €R?T Ve R

- When trying to generate our next tok(%lgdat index J, we need
a query:q; = Qo(z;) e R* Q €R

T
« Scores over keysSji = jki s — eXp(Sji)

K —
* Attention distribution over keys: ; i’ =1 exp(s;ir )

+ Weighted sum of values: €; = Z Q5 V;
i=1

Tjv1 ~ p(Xj1 | @1,. .., x;5) = softmax(f(c;, ¢(x;))
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Self-Attention in Encoders /‘\

Encode
o) k q \Y% C

BOS— (000000) (000000) (0600000) (000000) (000000) S — qu & R|x| x|

o = softmaxgim—1(S)

| ——— (©000000) (©000000) (000000) (000000) (000000)

dX |z
like ——» (©00000) (G50000) (G66656) (GE6660) (Goocoo) € = AV € RI*I7]
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We can get context-sensitive representations of
each input token in parallel!
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Attention is all you need
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Building a Transformer Block /‘\

» Atransformer block takes A é n
as input a sequence of 9
input vectors h € R4X™ \
~ )
» |t generates a sequence of
Block
» For now, let’s focus on how
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Self-Attention

1. Compute attention over -

N
input vectors
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Self-Attention

1. Compute attention over - ~
input vectors

k = Kh ¢ R%xn

d
g = Qh; € R .
T ()
S; = — c R"

\/ dl{j ) O ) )

Ol |O (@) (@)

Ol |O O O
Ol |O (@) (@) k

Ol |O O O

Ol \O (@) (@)

\& > 9,

. . . ,_\/,_\/ 1 \(“
Scaling by vector dimension oV (9] (8 0
ensures the values don’t become ( < § § § § h
way too large. O © 1© O,

y 9 29 =

S



Self-Attention

1. Compute attention over -

~
input vectors
k = Kh € R%&Xx"
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1.

Self-Attention

Compute attention over - ~
input vectors
k = Kh € R4%X"
g = Qh; € R%
a7k ©e° - O
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Self-Attention

Compute attention over = ~
iInput vectors § c
k = Kh € R%*>" I
gi = Qh; € R%
T o
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Self-Attention

1. Compute attention over
input vectors

k = Kh ¢ R%xn

a; = softmax (s;) € ANLn

v =Vh e R%*"
n

C;, — E ;U7
/=1

c; = SelfAttention(h);
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Multi-Head Attention /]

Multi-Head Attention

1. Compute attention over ! seifattention ;| = {Kj, Qj,Vj}
input vectors

k) = Kih1 R%&! T (D) o )
qI(J) = Qg hi ! de C(O)Zo é
sW) — qi])Tk(j) c R" % O
@ Vdj _BRXN
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Multi-Head Attention /]

Multi-Head Attention

1. Compute attention over
input vectors

cz(-j ) = SelfAttention;(h); di N
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Multi-Head Attention /]

Multi-Head Attention

1. Compute attention over (Oooooo)ﬁi
input vectors

C,gj) — SelfAttentionj (h)z
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Multi-Head Attention /]

Multi-Head Attention

1. Compute attention over

iInput vectors | MultiHeadAttention ~ H
' — O . .\, 1H
- @ H
G = Ci();...;Ci( )
- (000000) h:vIHA
ﬁi = WOCi
. . Multi-Head
hMAA - = MultiHeadAttention ™ (h), [Attention]

/

to look at multiple places in the

Multi-headed attention allows us
d <
input sequence at once.
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| ayer Normalization /]

Residual connection allows for

smoother gradients.
1. Compute attention over Layer normalization cuts down

input vectors on uninformative variation in
actlvatlons speeding up training.
h:\/IHA = MultiHeadAttention (h)I (ooo,ooo)hiAddNofm 1
2. Add and norm (LayerNorm)
hAddNorm 1 =) ayerNorm( h; + hMHA ) @oses) hMHA
LayerNorm : R 1 R @Aulti-Heaﬂ
LayerNorm(x) = ——(x ! p(x)) Attention
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Feedforward Network ¢/

1. Compute attention over
input vectors

hMHA - = MultiHeadAttention ™ (h); o555 hFFN
|
2. Add and norm ( FFN )
hfaeNom 1 = | ayerNorm( h; + hM™ ) TayerNorm)

3. Feedforward layer
hrFN — ReLU( hiAddNorm 1W1 n bl)Wz n bz

Multi-Head
\Attention

) '6[ 8
O/ O \O
Here is a nonlinearity that makes d < S 3 ... 8| h
learning easier! ® 2 2
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More Layer Normalization /]\

1. Compute attention over

input vectors hAddNorm >
| (000000)
hMHA = MultiHeadAttention ™ (h), [CayerNorm’
2. Add and norm i |:|é|\| )
haeNom 2 = | ayerNorm( hy + hM™4 ) LayerINorm)
3. Feedforward layer @Iulti-Heaﬂ
Attention
™ = ReLUChR™™ *wy + bWz + b \ 777 N
4. Another add and norm a8t |8 S
hiAddNorm 2 — LayerNorm( hiAddNorm 1 4 hiFFN) 3\9, /g,

S



One Transformer Block (/}

1. Compute attention over

input vectors h
| (000000)

h:\/lHA = MultiHeadAttention H (h)| & (LayerNormj\ E_)I
2. Add and norm —FEN ) | 2
_ | V. 6"‘
hfdiom + = | ayerNorm( h; + h'"4 ) LayerNorm) |3
l D
3. Feedforward layer @Iulti-Heaﬂ é
Attention Q
hFFN = RELU( hf\ddNorm 1\Nl + bl)WZ + bZ & k// N\ ﬁ) C??‘

4. Another add and norm §/§ § \§
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One Transformer Block (/}

hMHA - = MultiHeadAttention " (h)

hAddNorm — — | averNorm( h + hMHA ) § § § § h
@) O O @)
™ = ReLU(hAOM W + byWo+ b AR T /2
h' = LayerNorm( hAddNorm 4 [ FFN Yy f'—ayerlNOfmj g;_,'
i FFN ) |2
| S
h' = TransformerBlock( h) LayerNorm) | 3
Multi-Head) | o
| TransformerBlock kA’[’[en’[ion g
= !MultiHeadAttention i {W11W2’bl’b2} & //! ~ ﬁj >
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Multi-Layer Transformer /]\

h' = TransformerBlock( h)
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Multi-Layer Transformer /]\

h"*1Y = TransformerBlock |+1 (h{")
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Transformer Encoder (/)

h*Y = TransformerBlock .1 (h")

35 (0] (0 ®)
3| 18] |8 3
hN — Transformer (] | 3| 3] [3 3 n
— Encoder ( (Xl), - (Xn)) \Cr)/ % @ #))
N | pd n Transformer)
h™ IR ( Block
| et | (i N Transformer
Input: ! (Xj) = F(X)+ (1) )
word + position embeddings —Block
X=1IX1,...,Xn" Transformer)
,Block
A A/B N8
d {88 18 ... 18! (X;)
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Transformer Encoder /]\

N —
h™ = TraE”nSggggrer (! (X1),...,' (Xn))
: d!
Transformer | R

The transformer encoder maps from
a seguence of tokens to a set of
vectors, each corresponding to a

token in the input sequence

ARRER
O||O||O O
O|l10]|O O ernc
ollalla]..[olh
3)18)l8) |8

This is exactly what we got from an TTT T

RNN encoder and used for ( Transformer N

conditional generation in a decoder! —Block
RREES
ollo|lo]..[Oo]f | _ _”
Sl Bl oo
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Building a Transformer Block
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- A transformer block takes A § § § § W
as iInput a sequencedof INERES 9
input vectors h € R%*" \
4 R
» |t generates a sequence of
/ dXn
OUtpUt vectors h & R Transformer
Block
Attention is all you need
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... to attend to all positions in the decoder up to and including that /
... We implement this inside-ef.scaled dot-product attention by ma
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Decoder Block

We’re at generation step j, and have our
previous decoder steps availableh gec d <
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Decoder Block

hMHA 1 = MultiHeadAttention ™ (hgec)

First, we do self-attention over the tokens
we’ve already generated
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Decoder Block

hMHA © = MultiHeadAttention ™ (hgec)
hAddNorm 1 — LayerNorm( hdec + hMHA 1)

Layer norm on the output of the self-
attention

D
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LayerNorm)

Multi-Head
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Decoder Block /]

hMHA 1 = MultiHeadAttention ™ (hgec) g h

hAddNorm 1 — LayerNorm( hdec + hMHA 1)
hMHA 2 = MultiHeadAttention ™ ([henc; hA99NP™ 17)
_|
Multi-Head| |9
" Attention %L
(LayerNorm) C_B;
@lulti-Heaﬂ -
Attention o
o %

Then we attend to the
encoder hidden states using
the output of the previous
layer normalization
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Decoder Block

hMHA 1 = MultiHeadAttention ™ (hgec) g

hAddNorm 1 — LayerNorm( hdec + hI\/IHA 1)

hMAA 2 = MultiHeadAttention ™ ([henc; h*%NP™EdyerNorm
hAddNoT™ 2 = | ayerNorm( hA9ENom™ = 4+ pMAA 3y Multi-Heaﬂ

Yet another layer norm
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Decoder Block

D

hMHA 1+ = MultiHeadAttention ™ (hgec) ~
hAddNorm 1 — LayerNorm( hdec + hI\/IHA 1)

hMHA 2 = MultiHeadAttention ™ ([henc: hAddNDf”(Lla)/er'Norm

hAddNorm 2 — | averNorm( hAddNe™ 1 [ MHA 3y (i iti-Head
"\ Attention

hFFN — ReLU( hAddNOI'm 2W1 + bl)W2 + b

~

(

FFN )

fLayerlNorm

Multi-Head
kAttention
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Decoder Block

0) (O) (0 o)

g

o[YONO /o dec
hMHA 1+ = MultiHeadAttention ™ (h gec) 4 g;li%ié\rNgrm‘o
nAddNorm 1 _ LayerNorm( ndec 4 pMHA 1) ; FIL_N <

. . _ |
hMAA 2 = MultiHeadAttention ™ ([henc; h*%NP™EdyerNorm
- .
hAddNorm 2 = | ayerNorm( hA%NO™ 14 [ MHA 2 Multi-Heaﬂ 0
nFFN — ReLU( hAddNorm 2\W, + by)W, + f Atterlmon §
LayerNorm
e = LayerNorm( hAddNorm 2 4 pFF = e >
Multi-Heaﬂ ©
One last layer norm to get \Aj[t/e”t'o\” y ?/_3
our final output vectors for A6/ Ve \@
each token generated so far! (3fi8fl3] |3 3 |8 3l
ol|o||o] | gl 8] v [3] dec
, ool 8 o & C
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Multi-Layer Decoder ¢/]\

hU*D = DecoderBlock;+1 (henc, U+ )

dec dec
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Transformer Decoder |\

hU*D = DecoderBlock;+1 (henc, U+ )

dec dec
N _ Transformer .
hdec — Decoder (henm ! (Y1), ] (yJ ))
Transformer - pRd! n | \/i » dl ]
Decoder R Y R
The transformer decoder maps QQQ (S
from a set of input encodings 93118l (S h(';'ec
and a sequence of tokens cldllg 8
generated so far to a set of Transformer
vectors, each corresponding to Block N
i . = [T 1
a token in the currently §§§8 § oRe [ _
generated sequence ollollg|-- |8 § § § § (1 (Yi)}Ji:l
=T = eello) &
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Decoding /]\

- Let’s say we want to predict the word at index j + 1

« All we need to do is transform this into a distribution over the
vocabulary

P(Yj+1 | X1,...,Xn,Y1,...,Y;) = softmax(Wh")

w1 RIVIF hN
o)
3
- Then we can sample, compute loss, etc. §
\I./
Transformer)| N
Block |
= [T ]
S\ehEl (8 9@ (@
3([8l[3]. .13 3(16][S 8{|(y)}j
ollof|[o] “|o ofoflol™ " [9fy - 1)Ji=1
g € glle &
henc



Encoder-Decoder
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Training

- Given some paired data (X, Y):

h — Transformer (7) « We can compute these
enc Encoder in parallel on the GPU
. — Transformer .
p(yl +1 ) - Decoder (henc, y11 R yl )

Probability of a token should only depend on the ones that come
before it! But we still want to take advantage of parallelism...



Training

- Given some paired data (X, Y):

h — Transformer (7) « We can compute these
enc Encoder in parallel on the GPU
. — Transformer .
p(yl +1 ) - Decoder (henc, y11 R yl )

Probability of a token should only depend on the ones that come
before it! But we still want to take advantage of parallelism...

- Masking:

-  When doing the forward pass on the decoder, self-attention can
be parallelized

-  But we don’t want the model to learn to rely on “future” words in
the sequence!

» Solution: during training, set Sjj = ! If / (Query index) <
(key/value index)



Unconditional
Sequence Generation

- Recall the autoregressive approximation of sequence

probability:

X1
p(X) = POXi | X1, Xi1 1)

1=1

« (Can we do this with a transformer model?



Unconditional
Sequence Generation

- Recall the autoregressive approximation of sequence

probability:

11X

p(X) = p(Xi | X1, ...\ Xi1 1)

1=1

« (Can we do this with a transformer model?

- Yes! We just don’t have an encoder (i.e., decoder-only

LLM).

» We still have to be careful about masking while training.



Decoder-OnIy Transformer
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Sequence Encoding /)

What if we just want some representation of a sentence,
and we don’t really care about being able to generate
sentences? Enc(X)

We get this with the transformer encoder:

— Transformer (~7
henc _ Encoder (X)

But how might we train it?



Masked Language Modeling /‘\

Masked language modeling:

- The probability of a sequence is a product of local token
probabilities

- The probability of a token depends on the ones that came before
and after it
| 1

O(X) = P(Xi | X1y es Xit 15 Xie1 - Xn)
1=1

The name anteater refers to the species'-, which consists mainly of ants and termites.




Masked Language Modeling /‘\

|1

D)= P(Xi | X1y ey Xit 15 Xie1 .- Xn)
1=1

- From our transformer encoder, we get

. — Transformer (<. d
hi = Encoder (X)l! R

- We could just transform this to the vocabulary space, and
compute the loss from there:

p(X;) = softmax( W h;)

» Do you anticipate any problems?



Masked Language Modeling /‘\

|1

P(X) = P(Xi | X1,y Xi1 1,Xj+1 ---Xn)
—1
S |
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The name anteater refers to the species' diet, which consists mainly of ants and termites.




Masked Language Modeling /‘\

|1

D)= P(Xi | X1y ey Xit 15 Xie1 .- Xn)
1=1

If we can attend to our input
token too, we won’t learn

diet anything!
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The name anteater refers to the species' diet, which consists mainly of ants and termites.




Masked Language Modeling

|1

D)= P(Xi | X1y ey Xit 15 Xie1 .- Xn)
1=1
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The name anteater refers to the species'. hich consists mainly of ants and termites.

Instead: randomly sample some tokens to replace with a MASK placeholder
token in the input, then train the model to predict those words



Masked Language Modeling

|1

D(X) = P(Xi | X1, os Xit 1, Xis1 - .. Xn)

1=1 Bert: Pre-training of deep bidirectional transfor
understanding
J Devlin, MW Chang, K Lee... - ... : human language ..., 2019 - ¢
... deep bidirectionality of BERT by evaluating two pretraining ol
same pretraining ... 7’ BLA iirectional model which is trai
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The name anteater refers to the species'. hich consists mainly of ants and termites.

Instead: randomly sample some tokens to replace with a MASK placeholder
token in the input, then train the model to predict those words



Overview:
Sequence Modeling /‘\

» A segquence model imposes a probability distribution over Al

p(X)! 1V X1 V* p(X)

»  One common approximation for computing this is

autoregressive decomposition:
| 1

p(X) =  p(Xi | X1,...,Xjr 1)
=1

« (Or sometimes, masked language modeling:)
| 11

P(X) = P(Xi | X1, Xi1 1, Xi+1 -+ Xn)
1=1



Overview:
Sequence Generation

- From an autoregressive language model, we can generate

sequences using a variety of decoding methods that make

local decisions about what words to add to a sequence
| 11

p(X) = POXi | X1, X1 1)
1=1
* Ancestral sampling: sample directly from p(Xi | X1,..., X1 1)
» Adjusting the temperature of a distribution
exp(s(w)/!)
iy €Xp(s(wH)/ 1)

P(Xi = W | X1,...,%Xj1 1) =1



Overview:
Sequence Generation

- From an autoregressive language model, we can generate

sequences using a variety of decoding methods that make

local decisions about what words to add to a sequence
| 11

p(X) = _ P(Xi | X1,..., X1 1)

1=1
- Estimating the argmax via greedy sampling
Xij ! arg ma\l/xp(xi | X1, ..., Xj" 1)

» Or, estimate this using beam search



Overview:
Sequence Generation

- From an autoregressive language model, we can generate

sequences using a variety of decoding methods that make

local decisions about what words to add to a sequence
| 11

p(X) = _ P(Xi | X1,..., X1 1)

1=1

 To better trade off between diversity and coherence, we

can manipulate the local probability distributions by
masking out wordtypes with lower probabillities:

» Epsilon sampling
» Top-k sampling

» Top-p / nucleus sampling



Overview:
Language Models

- How do we actually model local probabilities in the

autoregressive approximation?

P(Xi = X) = p(X | X1,...,Xijr 1)

- N-gram approximation: the probability of a word at index |
only depends on the n - 1 words that came before it

! p(x‘xi!n+1,---1xi!1)
» We can compute this using counts from a corpus

C(X|| N+1 s« - -1 Xjl 1)



Overview:
Language Models

- How do we actually model local probabilities in the

autoregressive approximation?

P(Xi = X) = p(X | X1,...,Xijr 1)

- N-gram approximation: the probability of a word at index |
only depends on the n - 1 words that came before it

! p(x‘xi!n+1,---1xi!1)
» Or using a neural network and word embeddings
L P(Xi | Xit ety ees Xin!)

» But this approximation misses long-distance

dependencies in sequences



Overview: RNNs /)

 Instead, let’s have a model that operates on and updates

a hidden state as it processes inputs and generates

"= (Whhir 1+ We" (Xi) + by)

« Some variations, such as LSTM, solve issues with

learning, e.g. vanishing gradients

* Now we can also get context-dependent token-specific

embeddings (i.e. hidden states produced for each token)



Overview:
Sequence Embedding and Seqg2Seq

 We can use hidden states to do word-level classification

» We can also use them to get a single representation of an
entire sequence, given some pooling method:

Enc(X) = Pool hy,...,hg ! RC

» (@Given a single representation of a sentence, we can do
conditional text generation, e.g. for machine translation:
111

p(y) =  p(yi | Enc(X),y1,...,VYir 1)

1=1



Overview:
Attention

- But using a single, fixed-size hidden state acts as a
bottleneck that limits the expressivity of the model

Instead, we can weight the contribution of each input state
according to some current state during decoding:

hi,...,hz =h e R s; = a(g;,h) e R .
a; = softmax(s;) € A 17

C;, — Zai’jhj - Rd
7=1

p(Yit1 | T, 01, .., y;) = softmax(f(ci, g:))
gi = 9(97;—1702'—1,%)



Overview:
Self-Attention

« We can even remove the recurrence relation in the
encoder and use attention exclusively!

qj = Qg gj <R Qi oxpl251)

>l exp(sjir)

J
Cj: E ozjivq;
1=1

Zj41 ~ P(Xjq1 | 21,. .., x;) = softmax(f(¢;, ¢(x;))




Overview:
Encoder-Decoder Transformer
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