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Recap: Attention /]\

e Update decoding hidden state based on an updated
version of the input sequence encoding

gi = f(gi—1,Enc(Z,g;—1), d(y:))

e The updated sequence is determined via a weighted sum

over input hidden states
|z |
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e Next time: how do we compute p(I|g)?



Computing Attention /]\

Z|

Enc.cz:g E pz\g gERd p:]Rd%ANLlf'
We compute welghted mean (usually the weights are

pooling over input hidden current determined by a
states, where the weights are decoder probability
dependent on some vector g hidden state) distribution over

input token indices

e Question 1: where does g come from? — hidden state of
decoder

e Question 2: how do we compute p(i | g)?



Query, Key, Value

Query: what are some words for

An analogy: databases

A query 1s some search
term

A table has keys paired
with values

We want to return the
values of the keys most
related to the query

mammals in Turkish?

i Key Value
1 |sheep koyun
2 |river Irmak
3 |author yazar
4 |bull boga
5 |fly sinek
6 [radio radyo
7 |farmer ciftci
8 |plant bitki
Q@ |actress aktris
10 [home ev

—h
—k

snail

salyangoz




Query, Key, Value

p(i | q,k;) o< sim(Enc(q), ¢(k;)) Query: what are some words for

Weight of each item is proportional to Mammals in Turkish?
the similarity of its key with the query

i Key Value
1 |sheep koyun
2 |river Irmak
3 |author yazar
4 |bull boga
5 |fly sinek
|: 6 |radio radyo
7 |farmer ciftci
8 |plant bitki
Q@ |actress aktris
10 |home ev
11 |snail salyangoz




Query, Key, Value 7/}

p(i | q,k;) o< sim(Enc(q), ¢(k;)) Query: what are some words for

Weight of each item is proportional to Mammals in Turkish?
the similarity of its key with the query

p(i | g, ki)v; ~
Weight each value accordingly bOg a ya Za r

salyangoz

ciftci



Back to RNNs... /\\
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p(i | g, ki) o< sim(Enc(q), p(k;)) = p(i | g, hi) o< sim(g, hi)
Query Key |z

Enc(z, g) = Zp

Value



Back to RNNs... /\\

e Query: current decoder hidden

state Query: g 1

e Key: encoder hidden state (at , " Val
some index 1) 1 Y e
e Value: also the encoder hidden 1 h 1 h 1
state at index 1
> ho ho
p(i | g, h;) o< sim(g, ;) .
Query Key h3 h‘3
z| Until I say otherwise, let’s
Enc(z, g) = ZP(Z | g)h; assume our keys and
P Value values are identical



Similarity Between
Query and Key

p(i | g, ki) o< sim(g, ki) 1<
esim(aki) K€




Similarity Between
Query and Key /‘\

p(i | q, k;) o< sim(q, k;) q € %d/
. k c %d! Eq
eSlm(q kl)
=
- X esim(aki)
Sim(q,k) — q! W k Bilinear attention

w ! R @



Similarity Between
Query and Key /‘\

p(i | q, k;) o< sim(q, k;) q € R4
. k c %d/! Eq
eSlm(q kl)
T Xl gsim(q.k;)
sim(q,k) = w, tanh(W1[qg; k])

MLP attention

W, | R(d+d)ld
w, | RY



Similarity Between
Query and Key /]\

d
p(i | g, ki) oc sim(q, k;) 7€ %
- k ¢ RY! 171
eS|m(q,ki)
= 1
*[X] ' k.|
Xl gsim(ak;:)
sim(g,K) = q! K Dot product attention

d= d

But: scale of dot product increases
as dimensions get larger
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Slm(q’k) — H — attention




Illustration:
Dot Product Attention
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Dot Product Attention
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Illustration:
Dot Product Attention
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Dot Product Attention
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Dot Product Attention
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e We encoded our input sequence into hidden states: hl, ey h|7| =~ h! R
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One Last Overview

We encoded our input sequence into hidden states:fy, | . . . | h|7| = h 1 RY X
Now we want to predict the next word Yj +1
We have access to the previous decoder hidden state {;

First, compute attention scores for each input hidden state using similarity between

query (Ui) and keys (N): Si — a(gi,h) | R'Y|

Then, take softmax of attention scores to get a distribution over keys:

|, = softmax(s;) ! | Nuix
Finally, compute a weighted sum of values (h) using this distribution
11X
— d
Ci = | i hj I R

J =1



One Last Overview

We encoded our input sequence into hidden states:fy, | . . . | h|7| = h 1 RY X
Now we want to predict the next word Yj +1
We have access to the previous decoder hidden state {;

First, compute attention scores for each input hidden state using similarity between

query (Ui) and keys (N): Si — a(gi,h) | R'Y|

Then, take softmax of attention scores to get a distribution over keys:
|, = softmax(s;) ! | Nuix

Finally, clo_rlnpute a weighted sum of values (h) using this distribution
11X

C = | i hj | Rd
J=1
Use the weighted sum to predict the next word:

P(Yi+1 | X,y1,...,Yi) = softmax(f (¢, g))



One Last Overview

We encoded our input sequence into hidden states:fy, | . . . | h|7| = h 1 RY X
Now we want to predict the next word Yj +1
We have access to the previous decoder hidden state {;

First, compute attention scores for each input hidden state using similarity between

query (Ui) and keys (N): Si — a(gi,h) | R'Y|

Then, take softmax of attention scores to get a distribution over keys:
|, = softmax(s;) ! | Nuix

Finally, clo_rlnpute a weighted sum of values (h) using this distribution
11X

C = | i hj | Rd
] =1
Use the weighted sum to predict the next word:
P(Yi+1 | X, Y1,-..,Yi) = softmax(f (¢, g))
Use the weighted sum to update the decoder hidden state: {Jj = g(gi! 1,GCi1 1, yi)



Complexity

hy,...,hg =h! R X
o) s; = a(g,h)! RX
|, = softmax(s;) ! | N
11X
C — | i hj ! Rd
j=1

P(Yier | X, Y1, .., yi) = softmax(f (¢, g)) O(m)
g = 9(91 1.Ci1 1,Yi)

O(n m)



Back to Problem 2

Main problem: fixed-size representation (“bottleneck”) of input sequence
at each stage of decoding

Attention fixes this by allowing access to different parts of the input sequence
based on where we are in decoding

While decoding token-by-token, we can “focus” on different input parts

Looks like alignment in MT!

macja| ime |éshté| e zezé
mi |piace| la |pizza

my
I

cat
like

is
pizza

plack .




Other Beneftits 4

e Helps with vanishing gradient problem via shortcut to far-away
states

e Provides some kind of interpretability (“soft” alignment) learned
without any supervision

macja| ime |éshté| e zezé

mi |piace| la |pizza

my

cat

plack .

like

pizza




Self-Attention

e Attention was initially developed for sequence-to-
sequence problems

e But we can also use i1t during single-sequence generation
to solve analogous problems:

e Problem 1: long-distance dependencies

e Problem 2: fixed-size representation of sequence so far

When she tried to print her tickets, she | (BOS :O@
found that the printer was out of toner. B80S —» GO0 o000
She went to the stationery store to buy (1) ho
more toner. It was very overpriced. : _'%’L A N
After installing the toner into the like —— (G55560)- 550655
| (pizza) Ny

printer, she finally printed her ... pizza —» 655660} »(550550)



Self-Attention /]\

Keys, values, and queries are transformations of the same
underlying representations

For each token generated at index 1, we have:

e Avalue: Vi = Vh ! Rd y i1 Rd'd

When trying to generate our next tok%rlw gt index J, we need
aquery: G = Qh; ! R Q! R™

e Scores over keys: Sji = G Ki o, exp(s;i)
e Attention distribution over keys: | Ji!:1 exp(s;i ')
e Weighted sum of values: G = Lii Vi

1=1



One Step of Seli-Attention /‘\

ROS ——{000000) (000000) (000000)
when —»(ooo*ooo) (000000) (000000)
she —»(ooo*ooo) (000000) (C00000)
tried —»(oootooo) (000000) (000000)

to »(000000) (000000) (000000)
v

print ——{(©00000) (©60000) (000000)

her ———(000000) (000000) (0O00000)

. v
tickets —(coo000) (000000) (000000)

she —»(ooo*ooo) (000000) (C00000)
finally —>(ooo*ooo) (000000) (000000)
printed —»(ooo*ooo) (©00000) (000000)
her ———(000000) (000000) (000000)

(000000)

k=Kh! R"!
v=Vh! R%!
g = Qh; ! R®
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One Step of Seli-Attention /‘\

BOS ——(000000) (000000}
when —»(ooo:ooo) (000000) /;
she ——(000000) (000000) / /
tried —»(ooo*ooo) (CO0000) / / /;
to »(ooo:ooo) (000000} // / / /'>
pri Nt ——(000000) (000000)

; il

her —»(oooooo) (000000)
tickets —»(oooooo) (300000 /////
she —»(oooooo) (000000 o
finally —>(oooooo) (660000 o
printed —»(ooo*ooo) (Go0000 /// ’, 5
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k=Kh! R"!

g = Qh; ! R

s =qgk! R

lj = softmax(s;)



One Step of Seli-Attention /‘\

BOS ——(000000)
when —»(ooo*ooo)
she —»(ooo*ooo)
tried —»(ooo*ooo)

¥
to »(000000)

print —>(ooo*ooo)

her ——(000000)

. !
tickets —+(000000)

she —»(oootoo)
finally —>(oootooo)
printed +(0005>oo)
her ———(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

|
|

v=Vh! R%]!

i = softmax(s;)



One %tep of Self-Attention

BOS —>(000*000)
when —>(ooo$oo)
she ——(000000)

: ¥
tried —>(ooo$oo)

{o »(000000)

print —>(ooo*ooo)

her ——(000000)

. !
tickets —+(000000)

she —»(oootoo)
finally —>(oootooo)
printed +(0005>oo)
her ———(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

(000000)

|
|

v=Vh! R%]!

I} = softmax(sj)
| ]
G = | ji Vi



One Step of Seli-Attention /‘\

BOS ——(000000)
when —»(ooo*ooo)
she —»(ooo*ooo)
tried —»(ooo*ooo)

¥
to »(000000)

print —>(ooo*ooo)

her ——(000000)

. !
tickets —+(000000)

XX l
she ——(000000)

: :
finally —*(©99000)
printed +(©@c00600)

Xj+1 | p(Xj+1 | X1,...,X;) = softmax(f (¢, h;j))

v

tickets

| )

her—»(ooo*ooo) (000000) CJ —

hj+1 = 9(hj, G, Xj+1)

where g is some RNN



Is Attention All You Need? /‘\

e For each token generated at index 1, we have:

e Akey:ki = Kh; ! RY K1 R%d
e Avalue:V; = Vh ! R Vv I R%d

e When trying to generate our next tokgln O'lc\t index J, we need
aquery:¢ = Qh; ! R Q! R™

e Scores over keys: Sjj = ¢ K o, exp(sii)
e Attention distribution over keys: - Ji!:l exp(sji 1)
e Weighted sum of values: G = Lii Vi

1=1

Xj+1 ! P(Xj+1 | X1,...,X;) = softmax(f (¢, hj))

hj+1 — I(XJ+1)

” Mo

e o & M A S I = e - S A S S




Is Attention All You Need? /‘\

e For each token generated at index 1, we have:

e Akey:ki = K!(x;)! R K1 Rdd
e Avalue: Vi = V! (X;)! Rd y 1 Rd'd

e When trying to generate our next token at index J, we need

aquery:g = Q! (xj)! RY Q! a

e Scores over keys: Sjj = q K; D exp(sji )
e Attention distribution over keysI | Ji!:l exp(sji 1)
e Weighted sum of values: G = Lii Vi

1=1

Xi+1 | p(Xj+1 | X1,...,%;) =softmax(f (¢ ,! (X))
= | Njv1 = T (Xj+1)




Bidirectional Encoders /]\

Encode I
(000000)
_> Problem 3
We have to encode the input
BOS (00000) (OOOOOO) sequence token-by-token O(n)
%
ha v /

] —» (©oo000) 000000
4
%
. hs3

like —— (Go0000) oooobo

s

pizza — (oooooo‘p——»SQVOVQVOVQVO‘))77

|

EOS —»(oooooo)—»(oooooo);;1

(oooooo);l—
0



Self-Attention in Encoders ¢,

Encode
BOS—(000000) (000000) (000000)
] ——— (©o0000) (©00000) (600000)
like —— (0oo000) (000000) (000000)
pizza — (000000) (000000) (co0o000)

FOS ——(000000) (000000) (000000)




Self-Attention in Encoders /\\

Encode
! (X| ) k Sl q
BOS—>(000000) (000000}—0. 000000
I —+(©oo000) (©00000)r—-0 (©00000)
like —— (0o0000) (C00000)—-¢ (000000)
pizza —— (000000) (000000 o (000000)

FOS ——(000000) (000000 o (000000)




Self-Attention in Encoders /\\

Encode
!(Xi) K ' 1 Y

BOS—>(@00000) (©00000}—0O 000000

I ——— (coooo0) (©oooo0o ® (000000)
like —— (0oo000) (000000)—oa (000000)
pizza — (000000) (000000 ® (000000)

FOS ——(000000) (000000 ‘ (000000)




Self-Attention in Encoders /‘\

Encode
| (Xi ) ' 1 V
BOS—(000000) O (oooo00 0oooo00) U1
] —»(©00000) o 000000
like —— (000000) o (000000)
pizza — (000000) o (000000)

EOS —(000000) Q (000000)




Self-Attention in Encoders /‘\

Encode
(X)) k U v C
|
BOS— (000000) (000000) (000000) (000000) (000000) S = q k Il R

I = softmaxX gim=1 (S)
! {! |\|1:|x—|}|7|

x|t X

] —— (coo000) (G00000) (000000) (000000) (000000)

: — d! |X
like —— (0c0o0000) (©00000) (000000) (000000) (000000) C= I Vv ' R IX]

pizza—>(oooooo) (000000) (000000) (000000) (000000)

EOS —(000000) (000000) (000000) (660000) (000000)

We can get context-sensitive representations of
each input token in parallel!



What Do We Lose?

Encode
I (Xi)
BOS——(© K vV G
R o500
I —»(o_cl

000000

like —— (09

00
000 Saor\r\r\\
000000)
p1ZZza —— (OO‘ =
YO onnn
000000)

BOS —0o(55ceem:

0000LA
O

onnn)

000000)

Problem 1
No position

information!

ki = K'! (Xj) I R°

vi = V! (Xj) I R°

g = Q' (x;)! R°

s=q k! RXIX

I = softmax gim=1 (S)
{1 |\|1:|x—|}|7|

c=1y! RY IX

Problem 2
No nonlinearities!




Position Embeddings /‘\

e Currently, our model is operating only on embedding of
individual wordtypes ! (Xj) = ! (X)

e Let’s also embed theirindices: ! (X;)= ! (X)+ ! (1)



Position Embeddings

e Currently, our model is operating only on embedding of
individual wordtypes ! (Xj) = ! (X)

e Let’s also embed theirindices: ! (X;)= ! (X)+ ! (1)
e First option: just learn absolute representations

e But unlike vocabularies of fixed sizes, sequences can be of
arbitrary lengths...



Position Embeddings /,

e Currently, our model is operating only on embedding of
individual wordtypes ! (Xj) = ! (X)

e Let’s also embed theirindices: ! (X;)= ! (X)+ ! (1)

e Sinusoidal embeddings

/sin(i/100002*1/d)\
cos(i/10000%*1/4)
Pi = S

e

Dimension

* d
sin(i/100002*3/ 4
\cos(i/IOOOOZ*T/ d)/

Index in the sequence

e (in practice, most methods use learned embeddings)



Position Embeddings /]\

ki = K! (Xi)! R®
(%) Vi = VI (xi)! R

BOS—>(89858 Voo = Q! (xi)! R
G b |

S = q! k1 RIXI" X
Q5 | = softmax gim=1 (S)

like—»@g%%%g‘am {1 N1:|x—|}|7|
000 Ooor\r\r\\ ] ]
L(oooooo) c= 1yl Rd! IX|

—— Problem 2
000000) No nonlinearities!

EOS —(Copas
00000a
o000AQANN)
k_(t—(oooooo)




Nonlinearities /]\

ki = K!(x;)! RY
L (Xi) vi = VI(x;)! R

— d
fh (} — (g|<b(j) 'R
M(oooooo) _ x| [X]
=g k! R
00Qas S
22 oooooo)—»ﬂ—»(oooooo) | = softmax dim=1 (S)

like—»@gg%%%gam {1 N1|x|}|X|
S ey I
c=1vy! RI IX

000000)

FEOS ——(00 S
00002a
o000AQANN)
000000 0O00000)

L1
o ER hy = W' ReLUW. V)¢ + B) + b))




Nonlinearities AN
k(h = KD,
' (Xi) v = v,
) = 0h

BOS—(0gaas . hl q(

20 000 000pLAaN
oooooo)—»ﬂ—»(oooooo) | = softmax dim=1 (S)

like—»@gg%%%?%m {1 |\|1:|x—|}|7|
q@@%’&po)—» 000000) o= 1y (1)
| = !

FEOS ——(00 S
00002a
o000AQANN)
000000 0O00000)

L1
o ER hy = W' ReLUW. V)¢ + B) + b))




